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PREFACE 

 

Since the beginning of the Industrial Revolution, machines have 
made great strides. They continue to be a common sight on 
factory floors and in manufacturing plants, but their capabilities 
have evolved to the point where they can now perform 
cognitive tasks in addition to the manual labour that was 
previously the exclusive domain of humans. There are many 
specific complex tasks that machines are now capable of 
simulating, such as judging music competitions, driving 
automobiles, and playing chess with professional players. Other 
examples include mopping the floor with professional chess 
players. However, studies on the planned automation of jobs 
and predictions about the future development of machines and 
artificial intelligence (AI) should be read with a healthy dose of 
skepticism.  
The development of AI technology is accelerating, but 
widespread implementation is still in its infancy and faces a 
number of known and unknown obstacles. There will inevitably 
be snags, holdups, and other hurdles. The concept of machine 
learning is also not as straightforward as turning a switch and 
then asking the computer to make you a tasty martini while 
predicting the winner of the Super Bowl. In the realm of 
problem-solving, machine learning is not even close to being a 
"out-of-the-box" option. Skilled personnel, also known as data 
scientists and machine learning engineers, are responsible for 
managing and supervising the statistical algorithms that are the 
basis for the operation of machines.  
In this particular labour market, the number of available jobs is 
expected to increase in the future, but the supply is now having 
trouble keeping up with demand. The lack of an adequate 
supply of professionals who possess the necessary expertise 
and training is one of the most significant obstacles that is 
delaying the progress of artificial intelligence, according to 
industry experts who lament this fact. This book focuses on the 
high-level basics of machine learning as well as the 
mathematical and statistical underpinnings of creating machine 
learning models. The book is written as per the common 
University syllabus compiled from Indian Universities to 
facilitate the B.E., B.Tech., MSc., and MCA students. 
                              - Authors 
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UNIT -1 

INTRODUCTION TO MACHINE LEARNING 

 

MACHINE LEARNING 

The robot-populated world of the not-too-distant future relies on 

our ability to implement artificial intelligence (AI) properly. 

However, converting machines to cognitive gadgets may not be as 

straightforward. Strong AI can be realised using machine learning 

(ML) to assist robots in comprehending how humans do that in the 

same way. 

Since machine learning might be perplexing, it is critical to begin by 

properly defining the term: 

The term” Machine learning (ML) is a subset of artificial intelligence 

that allows computers to learn and improve without being explicitly 

programmed”. ML is concerned with developing processer systems 

which could access data for use in self-learning. 

Implementation of Machine Learning: Like how the human brain 

acquires understanding and knowledge, machine learning uses 

input, including training data, to comprehend relationships, objects, 

and domains.  

Machine learning begins with observations and data, including 

examples, direct experience, and instructions. It searches data 

patterns to draw assumptions grounded on accessible instances. The 

essential purpose of machine learning is to allow computers to learn 

independently and change their activities accordingly without 

human intervention or support. 

Importance of Machine Learning: Machine learning as a concept 

has existed for an extended period. An IBM scientist and pioneer in 

artificial intelligence and computer games, Arthur Samuel, invented 

“machine learning”. Samuel created computer software that plays 
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checkers. The more it plays, the more it learns from experience in 

the prediction of algorithms. 

Machine learning is concerned with the study and building 

algorithms capable of learning from and making predictions about 

data. 

Machine learning helps solve problems at a speed and scale that 

human minds cannot match. Machines can be trained to recognize 

patterns within the input data and the relationship between them 

and optimise routine processes when they have a large amount of 

computational capability behind one specific task or numerous 

specific tasks. 

 

MACHINE LEARNING APPLICATIONS 

 

 

Figure 1: Applications of Machine Learning 

Source: Gao et al. (2020) 
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Data mining is the term used to describe the application of machine 

learning approaches to massive datasets. Data mining analyzes large 

amounts of data and accurately develops a basic model to predict the 

future in various situations. 

The list consists of some of the most common machine learning 

applications that you may encounter. 

1. the overall level of service. 

2. The system designer is not required to anticipate and provide 

solutions for all conceivable scenarios. 

3. The necessary information cannot be obtained manually. 

4. There have been enough mainframes. The WWW (World-Wide-

Web) is enormous; They are continually developing in addition to 

searching for information. 

5. The identification of fraud, as well as the stock market 

6. How to drive safely on a variety of different roads. 

7. Chess, backgammon, and the game of Go. 

Machine learning technologies are being used in their design to 

guide computer-controlled cars. 

In addition, it is used to solve issues in vision, voice recognition, and 

robotics. 

12. In the telecommunications industry, call patterns are examined 

for network optimization and revenue maximisation. 

13. Medical diagnosis is made possible by applying for clinical 

training programs. 

15. In finance, banks examine their historical data to develop models 

for loan applications and fraud detection. 

Machine learning concepts have been used in the development of 

game programs. 

17. Machine learning is being applied in the retail industry to 

understand customer behaviour better. 
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LEARNING ASSOCIATION 

Association Learning is an approach to rule-based machine learning 

and data extraction. It is used to learn meaningful relationships 

between variables and characteristics of data collections. Unlike 

traditional correlation algorithms, degree similarity is used to find 

fundamental correlations in databases. The study of association rules 

uses a certain interest measure to develop association rules for single 

searches. 

The Operation of an Association Learning 

The frequency of complementary occurrences, or associations, over 

a vast collection of things or activities is calculated using association 

rule algorithms. The objective is to discover relationships that occur 

considerably more often than a random selection of possibilities 

would reveal. This rule-based strategy is a quick and effective way to 

extract categorical, nonnumeric datasets. A typical use of this 

method is to evaluate retail sales to determine the optimal location 

of products in a store. A wholesaler can sell 10,000 new-born diapers 

and 100,000 razor blades per year. In principle, babywear and 

shaving products do not appear to have statistical relationships and 

no statistical relationships. However, the rule mining will deepen the 

frequency of transactions and determine that 5,000 sales will include 

both products. Therefore, instead of learning that 1% of shoppers 

buy clothes and 10% buy razor blades, the association system created 

a new rule indicating that 50% of buyers who bought a new-born 

diaper would also buy a razor blade. This information is beneficial 

for marketing campaigns. 

In addition, the rule-based method improves speed and generates 

new rules with increasing data analysis. A good data set allows the 

computer to mimic the ability of the human brain to extract the 

functions and abstract relationships of raw data. In addition, the 

same primary method has numerous applications. 
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Association Learning's Practical Applications 

Analyses of basket data - Whether you plan product placement in a 

storefront, run a marketing campaign, or create a business 

catalogue, association mining is a valuable tool for eliminating 

guesswork about what your customers want. 

Exploring Web Use and Intrusion Detection: Discovering these 

hidden connections is a highly predictive approach to identifying 

new security vulnerabilities and network performance concerns that 

have not been manually evaluated.  

 

SUPERVISED LEARNING 

 

 

Figure 2: Supervised Learning Illustration 

Supervised learning is a method of developing an algorithm capable 

of learning to translate an input to a specific output. This is achieved 

using the labelled datasets we have collected. If the mapping is 

accurate, the algorithm has trained effectively. Otherwise, we modify 

the method to ensure that it learns appropriately. Supervised 

Learning methods may aid in the prediction of previously unknown 
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data. This is comparable to a teacher-student relationship. An 

instructor helps the learner acquire knowledge through books and 

other resources. The student is next assessed, and if the student 

answers correctly, he or she passes. Otherwise, the instructor adjusts 

the pupil and forces the learner to learn from previous errors. That 

is the fundamental tenet of supervised learning. 

An Illustration of Supervised Learning 

Assume that we have a two-year-old niece who is just beginning to 

talk. She is familiar with Papa and Mumma's terms since her parents 

have taught her how to address them adequately. We want to 

educate her on the difference between dogs and cats. So what are 

our options? We may either show her movies of dogs and cats or 

bring a dog and a cat to her in person to demonstrate how they have 

been different. Now, there are some things we must convey to her to 

comprehend the distinctions between the two creatures. 

 

Figure 3: Supervised Learning Example 

➢ Both dogs and cats have four legs, as well as a tail. 

➢ Dogs range in size from tiny to enormous. Cats, on the other 

hand, are perpetually diminutive. 

➢ Dogs have a largemouth, but cats have a tiny one. 
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➢ Dogs bark, and cat's meow. 

➢ Different dogs have different ears, although cats have almost 

identical ears. 

➢ We return home with our niece and show her images of 

various dogs and animals. We have succeeded in teaching her 

to tell the difference between a dog and a cat. 

 

 

Figure 4: Model of the Supervised Learning Approach Model 

 

Thus, what transpired here? We were there to help her distinguish 

between a dog and a cat. We educated him about the distinctions 

between a dog and a cat. We then assess her learning capacity. She 

would address the dog and the cat as a cat if she could learn. If not, 

we educated her and were able to educate her. We played the 

supervisor's role, and our niece played the role of the algorithm that 

needed to learn. We even know the difference between a dog and a 

cat. We were ensuring that she was studying the proper material. 

That is the guiding idea of supervised learning. Now that we have a 

fundamental idea of supervised learning let us look at why this kind 

of learning is critical. 

Why is it Significant? 

▪ Learning provides the algorithm with expertise that it may 

use to generate predictions for previously unidentified data. 
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▪ Additionally, experience aids in enhancing the algorithm's 

performance. 

▪ ‘Supervised learning algorithms can deal with real-world 

calculations. 

▪ With the relevance of Supervised Learning established, let us 

examine the many forms of Supervised Learning and their 

associated algorithms! 

The Different Types of Supervised Learning 

Supervised learning can be grouped into two major categories. 

❖ Regression  

❖ Classification 

 

LEARNING A CLASS FROM EXAMPLES 

Learning associations 

I. Association rule learning 

‘Association rule learning is a supervised machine learning 

technique used to discover interesting relationships between 

variables in large databases, referred to as ‘association rules’, using 

various measures of ‘interesting’. 

II. Illustration 

Consider a network of supermarkets. Chain management is 

concerned with determining whether customer purchases have 

patterns such as:  

"If a customer purchases onions and potatoes together, he/she is 

likely also to purchase hamburger." 

From the point of view of consumer behaviour, this establishes a 

connection between a set of onions, potatoes, and a set of burgers.  

This association is articulated in the following ways. 

‘Burger with onion and potato’. 

Conditional probability P (onions, potatoes, burgers) indicates the 

probability that consumers who buy onions and potatoes will also 

buy burgers. If the probability of this condition is 0.8, the rule is as 
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follows: ‘80% of customers who buy onions and potatoes also buy 

hamburgers.’ 

III. Application of Association Rules 

The association rule X Y states that when individuals buy X, they are 

also likely to buy Y. 

We assume that consumers buy X, but not Y. Then consumers are 

potential Y customers. Once you identify these customers, you can 

sell them cross-selling. This information can be used to determine 

the price of products or their location. 

IV. A case point 

We want to know the conditional probability of the X-Y correlation 

rule X form P (Y X). Customers can buy products, and X is products 

and products that customers have already purchased. 

If we want to distinguish between customers, e can estimate P(Y X, 

D) as customer attributes, such as sex, age, and marital status. 

V. Algorithms  

There are many algorithms for the creation of association rules. 

Some known algorithms are as follows: 

1) Apriori 2) Eclat 3) FP-Growth (FP stands for Frequency Pattern) 

 

LEARNING MULTIPLE CLASSES 

Multiple-Class Classification 

Multiclass classification tasks include labelling in two or more classes. 

Several examples include the following. 

a. Face classification. 

b. Plant species classification. 

c. Optical character recognition.  

Unlike binary classification, multiclass classification lacks normal and 

abnormal results concepts. On the contrary, instances are classified 

according to several well-defined classes. In some cases, the number 

of class labels can be huge. For example, models can predict that 
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shots belong to one or ten thousand faces in facial recognition 

systems. 

Predicting a series of word problems such as text translation models 

is also a subset of multiple-class classification. Each word of the 

forecasting sequence is divided into several classes. The vocabulary 

size determines the probability of predicting a class; this number may 

be ten or ten thousand words. 

It is usually used to simulate multiclass classification problems with a 

multimode probability distribution model. 

Multimode distributions are discrete probability distributions that 

describe categorical results such as 1, 2, 3, and K for situations 

involving events. In the case of classification, the model predicts the 

probability that each class-labelled example belongs. 

Many techniques of binary classification also apply to multiclass 

classification. 

Some of the most common methods of classification of multiple 

classes include: 

▪ Random Forest. 

▪ Naive Bayes. 

▪ K-Nearest Neighbours. 

▪ Gradient Boosting 

▪ Decision trees. 

Algorithms created for binary classification can be used to solve 

multiple-class situations. 

This is done by installing multiple binary classification models 

concerning each class compared to all other classes (one-vs-rest). 

Compare each class's single binary classification model with that of 

the other classes. 

An integrated binary classification model is used for each pair with 

one-to-one correspondence. 

Several binary classification algorithms use these methods to classify 

multiple classes, including the following: 

▪ Machine with Support Vectors 
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▪ Logistic regression 

 

REGRESSION 

Regression 

Regression is a statistical method to examine the connection between 

independent and dependent variables. Machine learning is used to 

predict continuous results using an algorithm. 

Regression issues are one of the most prominent supervised machine 

learning model applications. Algorithms are taught to grasp the 

connection between variables. The model can then determine the 

outcome of new data or fill in the blanks. 

Regression analysis is a general approach to machine learning-

powered predictive analytics. Machine learning methods are often 

used for regression. This method requires significant input and 

output data. The machine learning regression model requires 

reliable training data to understand the relationship between 

characteristics and results. 

‘Regression’ is a crucial component of prediction modelling and is 

widely used in machine learning. Regression analysis can help 

organizations anticipate financial patterns or healthcare trends. It 

has already been used to anticipate property prices, stock prices, and 

income changes.  

This tutorial explains machine learning regression, covering what it 

is, how it can be used, and the types of regression. 

What is ML regression? 

Regression studies the link between independent factors and 

dependent variables. The connection between independent and 

dependent variables can then be anticipated. Regression is a 

statistical topic that is used in machine learning prediction models. 

It may be used to predict and predict outcomes from data. Machine 

learning regression involves fitting a line to the data points. The best-

fit line minimises the distance between each point and the line. 
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Regression, along with classification, is a significant application of 

supervised machine learning. Classification categorises things based 

on learnt properties, whereas regression predicts continuous 

outcomes. Both need predictive modelling due to the nature of 

classification and regression models. The link between the training 

data's characteristics and output must be labelled. 

Regression analysis is used to understand the connection between 

variables and outcomes. Regression methods will train models to 

foresee or predict trends and outcomes. These models will learn how 

input and output data relate to tagged training data. Then it can 

estimate future trends, predict outcomes from unknown input data, 

or fill historical data gaps. 

In supervised machine learning, the labelled training data should 

represent the population. An unrepresentative training set causes an 

unrepresentative prediction model. Using the model will result in 

erroneous forecasts. Because regression analysis involves feature-

outcome relationships, it is essential to choose the right features. 

Why use regression models? 

▪ To anticipate patterns and consequences, predictive analytics 

uses machine learning regression models.  

▪ To understand the link between variables and outcomes, 

regression models are developed.  

▪ Therefore, the model can comprehend the many 

circumstances that lead to the desired result.  

▪ The resulting models can be used in a variety of ways. Market 

variations can be forecast and compensated for, and 

campaigns can be tested by adjusting various independent 

factors. 

A model is trained using labelled data to understand the connection 

of the dependent variable to the data feature. The model can 

anticipate the result of new data by estimating this link. Forecast the 

lack of historical data and estimate future outcomes. A company 

might utilise regression machine learning to estimate next month's 
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revenue based on various criteria. In the medical field, an 

organisation might anticipate long-term population health patterns. 

It is often used for classification or regression difficulties. 

Classification is the process of teaching a model to categorise an item. 

This might be used to detect a spam email in a firewall. Models are 

trained with labelled input and output data to learn how objects are 

identified. When models are used to predict continuous data, 

regression difficulties occur. An example of this would be a model 

that predicts wage increases. The model is trained on labelled input 

and output data to grasp feature-output links. 

Regression is used to find patterns and correlations in the data that 

can be applied to new data. As a result, regression is often used in 

finance to estimate portfolio performance or stock price trends. 

Models can be taught to understand the link between attributes and 

desired outcomes. Machine learning regression usually gives 

information about specific outcomes. Because machine learning may 

affect an organization's decision-making process, explainability is 

critical. 

Examples of machine learning regression models: 

▪ Home, stock and sales price forecast. 

▪ Predict future retail sales or marketing campaign 

performance to maximise resource use. 

▪ Trend prediction in streaming services or e-commerce sites. 

▪ Data analysis to find correlations between variables and 

outputs. 

▪ Predicting interest rates or stock values. 

▪ Visualization of time series. 

Machine-learning regressions 

Machine learning uses various methods to perform regressions. 

Machine learning regression uses a variety of prominent algorithms. 

The strategies may use a different number of independent variables 

or handle different data formats. The connection between the 

independent and dependent variables in the machine learning 
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regression models also varies. For example, linear regression 

assumes a linear connection and is ineffective with nonlinear 

relationships. 

The following forms of regression analysis are often used in machine 

learning: 

▪ Simple Linear Regression  

▪ Multiple linear regression  

▪ Logistic regression 

 

MODEL SELECTION AND GENERATION 

Model Selection 

Machine learning models are selected for training datasets from a 

pool of candidate models. 

Model selection is applied to different models (such as logistic 

regression, SVM, KNN) or specific models with dissimilar 

hyperparameter models (such as different kernels in SVM). 

How to choose a multivariate complexity model (such as a linear 

regression model or a linear regression model with a variable 

polynomial or a KNN classifier with a variable K)? 

For example, we may want to build a dataset's classification or 

regression prediction model. It is impossible to predict which model 

would perform better on this task. Therefore, we fit and assess a 

variety of models. Model selection is selecting the most critical model 

to solve the problem. 

Model assessment is not the same as model selection. 

Model selection involves evaluating or evaluating prospective 

models. Once a model is selected, it can be evaluated to see how well 

it performs. 

The model evaluation assesses the performance of a model, whereas 

model selection determines the amount of flexibility. 
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Selection of a Model 

▪ Choosing among models is the main issue of applied machine 

learning. 

▪ Ignore the concept of a ‘best’ model. 

▪ All models have some predictor inaccuracies due to statistical 

noise, small sample sizes, and limitations of each model type. 

Therefore, the perfect or the best model is useless. A ‘good 

enough’ model is always required. 

What do we look for in a final model? 

Stakeholders may have specific needs, such as the maintenance and 

simplicity of the model. As a result, a more straightforward and 

easier-to-understand model may be selected. 

If the ability to model is considered above all, the ability to effectively 

run the model on non-sample data is preferred regardless of the 

complexity of the computation. 

A ‘good enough’ model is: 

▪ Model that meets the needs of the stakeholders in the project. 

▪ Models are well-qualified and have sufficient time and 

resources. 

▪ Skilled model versus naive model. 

▪ Model that outperforms other models that are tested. 

▪ Model considered as skilled when comparing other models. 

Next, we must examine the selection. 

Because all models will be eliminated, we cannot choose a fit model. 

Once chosen, a new final model will be fitted to all available data and 

used to create predictions. 

Consequently, do we choose the models that we must adapt to the 

training data? 

Some algorithms require advanced data preparation to demonstrate 

the problem structure effectively. Consequently, we must consider 

the selection of models as a choice between the process of 

development of models. 
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Each pipeline can evaluate a model using basic training information 

but may require a separate calculation process or overlap. 

▪ Data Purging 

▪ Transform the data 

▪ Feature choice 

▪ More on feature engineering 

Now that we know some factors to consider in model selection, let us 

look at standard ways. 

Modelling Techniques 

▪ Depending on the problem's complexity, "adequate" data 

may be virtually limitless. 

▪ If the data are perfect, we will integrate the candidate model 

into the training package, evaluate it in the validation 

package, and report its performance in the test package. 

▪ It is ideal to randomly partition the data set into training, 

validation, and testing in a data-rich setting. Training sets are 

used to fit models, validation sets quantify prediction error, 

and test sets evaluate the final model generalisation error. 

▪ This is unsuitable for most predictive modelling tasks since 

we seldom have enough data or even know what is adequate. 

▪ However, in many applications, data for training and testing 

is restricted, and we want to utilise as much data as possible 

to construct effective models. The predicted performance 

estimate will be noisy if the validation set is small. 

Instead, it is possible to approach the ideal situation of model 

selection using two techniques. 

▪ The model is forecast using errors and complexity in the 

sample. 

▪ Select a model based on the standard errors of the outside 

sample.  
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BAYESIAN DECISION THEORY 

Whether developing machine learning models or making ordinary 

choices, we always choose the lowest risk option. While we are 

predisposed as people to take any action that aids in our survival, 

machine learning techniques are not constructed initially with this 

notion.  

 

Figure 5: Image from Seo et al. (2006) Bayesian Theory on 

Cancer Detection 

These algorithms must be trained and tuned to choose the optimal 

alternative with the lowest risk. Furthermore, it is critical to 

understand that some dangerous choices might have severe 

consequences if they are made incorrectly. Consider the detection 

and diagnosis of cancer. Can a radiologist detect the existence of a 

tumor on the CT (CT) scan of a patient? If the physician suspects 

that the patient has a tumour, he must determine if the tumour is 

malignant or benign to decide the appropriate therapy. 

 

Figure 6: Image by Forbes (2015), Bayesian Theory on National 

Lung Screening Trial (NLST) 
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Given that the point of this study is to define the statistical approach 

used to make these determinations, we should be cautious. Is there 

a tumour? Whether the tumour can be identified or not.  

Bayes Theorem 

Bayes' Theorem is among the most well-known equations in statistics 

and probability. The fundamental insight is whether the probability 

of a class or event occurrence provided a feature (i.e. attribute) is 

determined using the probability of the feature's value or any 

preconceived notions about the class or event of involvement.  To 

begin with, the detection of cancer is a two-class challenge. The first 

class, 1, denotes the presence of a tumour, while class 2 denotes the 

absence of a tumour. 

 

 

Prior 

Bayes' Theorem is divided into four parts:  

▪ Prior,  

▪ Evidence,  

▪ Probability and  

▪ Posterior.  

The priors (P(1), P(2)) provide the probability that event one or 

event two will occur in nature. It is critical to recognise that priors 

fluctuate according to circumstance. Given that the purpose is to 

identify malignancies, the probability of a tumour being present is 

relatively low. P(ω1)<P(ω2). Regardless of the value, all priors must 

sum up to one. 

Likelihood 

A CT scan is when x-rays are administered clockwise at their basic 

level. Attenuation, a measure of X-ray absorption, is one of the 

significant measures generated. Denser objects have better 

attenuation and vice versa. As a result, a tumour is much more likely 



Machine Learning 

21 
 

Introduction to Machine Learning 

to exhibit high attenuation than lung tissue. Assume that we only 

consider attenuation values when deciding between 1 and 2. Each 

class has a class-conditional probability density, denoted by p(x|1) 

and p(x|2). These are referred to as likelihoods. The picture below 

illustrates an example class-conditional probability density for p(x|). 

These distributions are derived from our training data; nevertheless, 

it is always prudent to consult domain experts to ensure legitimate 

data. 

Evidence, p(x), is best described using the total probability rule. The 

whole law means that if two mutually exclusive events (ω1 and ω2) 

have a probability of occurrence equal to one, the probability of some 

feature (e.g., attenuation) would be the likelihood times the prior 

multiplied by the number of mutually exclusive events. 

 

 

Figure 7: Duda, R. O. et al. (1973) image on  

Pattern Recognition Evidence 
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Posterior 

The posterior, P(1|x), and P(2|x), are the terms used to describe the 

outcome of applying Bayes' Theorem. Given the measurement x, the 

posterior indicates the probability that an observation falls into class 

ω1 or ω2 (i.e., tumour present or not) (e.g., attenuation). Each 

observation is assigned a posterior probability for each class, and the 

posterior probabilities must sum to one. There are two posterior 

probabilities associated with the cancer detection issue we attempt to 

solve. The graphic below illustrates a possible situation where the 

posterior values vary in response to a measurement x. Along with a 

relationship between likelihoods and posteriors, the posterior may 

be strongly influenced by previous P(ω). 

Decision Rules 

Now that we have a firm grasp of Bayes' Theorem let us see how we 

can use it to establish a decision boundary between our two classes. 

There are two ways to determine whether a patient has a tumour. 

The first is a straightforward strategy that decisions only from 

previous probability values. The second approach uses posteriors, 

which exploit priors and class-conditional probability distributions. 

Using the Priors 

Assume that we make a judgement only based on natural prior 

probability. This implies that we disregard all other factors in Bayes' 

Theorem. Since the probability of having a tumour, P(1ω1), is 

significantly less than not having one, P(ω2), our model/system will 

always conclude that each patient does not have a tumour. Even if 

the model/system is suitable in most cases, it will fail to identify 

people who genuinely have a tumour and need appropriate medical 

intervention. 

Using the posteriors 

We may take a complete approach using the posteriors P(ω1|x) and 

P(ω2|x). Because posteriors are a consequence of Bayes' Theorem, 

class-conditional probability densities, p(x|ωω1) and p(x|2), 

attenuate the influence of priors. Suppose our model/system 
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examines an area with a more considerable attenuation than normal 

tissue, the likelihood of finding a tumour increases regardless of the 

prior natural probabilities. If there is a 75% probability that a given 

place includes a tumour, there is a 25% chance of having no tumour. 

That 25% possibility is our likelihood of error, sometimes referred 

to as risk. 

We have seen a straightforward, univariate application of Bayesian 

Decision Theory that can be expanded to a more prominent feature 

space by substituting a multivariate Gaussian distribution for the 

evidence and likelihood. While this article focuses on cancer 

diagnosis, Bayes' Theorem is used in several fields, including 

finance, advertising, and system integration. 

 

LOSSES AND RISK 

The distinctions between error, loss, risk, and likelihood in machine 

learning are subtle. In most circumstances, these words are used 

interchangeably, and since this is a significant context, it is critical to 

define the terminologies precisely to express the intended meaning. 

➢ Error is the difference between an actual and a forecasted 

number. The ‘loss’ refers to the average error in all training 

data.  

➢ Risk is defined as the average error across all data. Probability 

is the possibility of obtaining a particular set of findings in the 

training data. 

Consider a situation where we need to forecast whether a person 

residing in India will develop heart disease in the next 12 months. 

The population is defined as all individuals who live in India. We 

gathered data for 50 persons with known outcomes and split it into 

40 subjects who trained a machine learning model and ten subjects 

to assess the model's accuracy. 

We use training data to develop a mathematical equation that takes 

predictor variables such as age, gender, and blood pressure. 
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Source: Derivation of the logistic regression update rule from 

maximum likelihood estimation. Beautiful.  

From (http://cs229.stanford.edu/notes/cs229-notes1.pdf) 
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 The equation produces a number between 0.0 and 1.0, with less 

than 0.5 indicating no heart disease and more prominent than 0.5 

indicating heart disease. 

Often, but not always, the term "error" refers to the difference 

between a single expected value and its related forecast. For 

example, if the true value is 1 (the individual will acquire heart 

disease) and the forecast value is 0.74, the error is 1 – 0.74 = 0.26. 

However, a mistake is often used in at least two more contexts. To 

begin with, the error could refer to the squared error of a single 

element: (1 – 0.742)2 = 0.2622 = 0.0676. Second, the term "error" 

might refer to the average squared error (or cross-entropy) of 40 

training items. 

Although loss is identical to error, it is often used to refer to the 

average mistake between all training data elements. Before training, 

the loss function must be defined as minimization of the loss 

function, which is generally mean squared error and mean cross-

entropy error, which dictates how the training algorithm works. 

Typically, risk refers to the average inaccuracy over the whole 

population. The impossibility of calculating risk is more of a research 

problem than an engineering one. The word empirical risk 

minimization (‘based on observation”) is a slang term used to reduce 

the average mistake throughout the training data, synonymous with 

loss. 

Generally, the term "likelihood" refers to the probability of obtaining 

a set of expected values. Assume that the 40 actual values in our 

training data are (0, 1, 1) and the projected values are (0.22, 0.78, 

0.59). Rather than minimising average loss/error, we might train a 

model using a method that optimises the likelihood of getting the 

optimum output set. Surprisingly, the technique for maximising 

probability is often identical to the approach for minimising average 

loss/error. 

The main conclusion is that the distinctions in machine learning 

terminology might be minor and are typically not important when 
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solving an issue. The distinctions are significant when writing a 

research paper, and we need to clarify everything precisely. 

 

DISCRIMINANT FUNCTIONS 

 

Recent technological advancements have allowed connected gadgets 

to process large volumes of data. However, while working with such 

massive volumes of data, data storage and security continue to be 

significant considerations. Therefore, it is critical to manage the data 

correctly. Often, it is a time-consuming process. 

Here, approaches for reducing data dimensions, such as linear 

discriminant analysis, or LDA, come into play. These strategies can 

help us manage large data sets more effectively while maintaining 

data security and privacy.  

Dimensionality reduction 

We will better understand the linear discriminant analysis method if 

we are familiar with the principle upon which it is built. When 

working with multidimensional data, we work with data containing 

various connected characteristics. We use the dimensionality 

reduction approach to multidimensional plot data in two or three 

dimensions. 

Another technique often used in place of dimensionality reduction 

is visualising data employing histograms, scatter plots, and box plots. 

These graphs may be used to search for patterns within a batch of 

raw data. However, the graphs do not display facts in an easy-to-

understand format for the general public. Additionally, data with 

many attributes would need charts to find trends within the 

collection. 

By visualising data in two- or three-dimensional dimensions, data 

dimensionality reduction methods such as LDA assist in resolving 

these difficulties. This enables us to be more explicit in our data 
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presentation, making sense to even those without technical 

expertise. 

Linear Discriminant Analysis (LDA). 

This is a commonly used method for reducing dimensionality. It is 

used in machine learning or other applications that need pattern 

categorization. LDA is used for a very particular purpose: to project 

features from a high-dimensional region onto a lower-dimensional 

space. 

These are needed to avoid frequent dimensionality concerns and 

reduce the cost and resource consumption associated with 

dimensions. Ronald A Fisher is credited with coining the term 

Fisher's Discriminant Analysis or Linear Discriminant in 1936. 

Linear discriminant analysis was initially a two-class approach. The 

version with several classes was added later. 

Linear discriminant analysis is a supervised classification technique 

used to build machine learning models. These models based on 

dimension reduction are used in various applications, including 

predictive marketing analysis and picture recognition. We will 

explore applications in more detail later. 

So, what are we searching for specifically with LDA? This 

dimensionality reduction technique aids in the discovery of two 

areas: the parameters that can be used to explain the relationship 

between a group and an object and this same classification preceptor 

concept that could assist in group separation. Therefore, LDA is 

frequently used to simulate various groupings of types. Thus, we 

may use this method to specify the distribution of a variable using 

two different classes. 

Extensions to Discriminant Analysis Using Linear Variables 

LDA is often regarded among the best and simplest classification 

algorithms available. Due to the simplicity and clarity, we have 

several modifications and expansions accessible. Among them are 

the following: 

▪ RDA, or Regularised Discriminant Analysis 
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▪ RDA is a technique used to include regularisation invariance 

and covariance estimates. This is done to mitigate the effect 

of variables on LDA. 

▪ QDA, or Quadratic discriminant analysis 

▪ In QDA, each class has its variance estimate. Each class uses 

its covariance estimate when the input variable has a more 

excellent value than expected. 

▪ FDA or Flexible discriminant analysis 

▪ FDA takes advantage of nonlinear combinations of inputs. 

Splines are an excellent example. 

Typical uses of LDA 

LDA is used in a variety of applications. It may be used for any issue 

that can be classified. Typical applications include speed recognition, 

facial recognition, chemistry, microarray data categorization, picture 

retrieval, biometrics, and bioinformatics. Let us look at a couple of 

them. 

Recognition of facial features 

▪ Face recognition is one of the most widely used applications 

of computer vision. Face identification is accomplished using 

many pixel values to represent faces. LDA is used to reduce 

the number of features to prepare the data for classification. 

The new dimensions are created by combining the pixel 

values to build a template. 

Identification of the customer 

▪ If we want to identify consumers according to their 

propensity to purchase a product, we can gather customer 

characteristics using LDA. We may find and choose the 

characteristics that best represent the group of clients who 

are more likely to purchase a product. 

Medical  

▪ LDA may categorize diseases as severe, mild, or moderate. 

Numerous patient parameters will be taken into account 
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while doing this categorization job. This categorization 

enables physicians to choose the speed of therapy. 

LDA is a straightforward and well-developed approach often 

employed in machine learning models for classification. PCA, as well 

as logistic regression, are two different dimensionality reduction 

approaches. However, LDA is preferred over the other two when 

dealing with unique classification difficulties. 

 

ASSOCIATION RULES 

The association rules contain an ‘if then’ statement that shows the 

probability of a relationship between the data included in the vast 

data sets that store types of databases. Association rule mining is 

generally used to help detect commercial correlations in transaction 

data and medical data sets. 

Examples of the Application of association rules 

In data science, association rules are used to detect the correlation 

and co-occurrence of data sets. It is the best way to explain the data 

model extracted from non-related information sources such as 

relationships and transaction databases. The Association Rule is also 

known as the Association Rule Mining or the Association Mining. 

The following examples illustrate the use of association rules in the 

real world. 

Medicine 

Medical professionals can help diagnose patients by using association 

rules. Because many diseases overlap, it is important to consider 

some factors when determining the diagnosis. Using historical data 

to study the relationship between the symptoms and historical data, 

we investigate the relationship between the symptoms, physicians 

can use association rules and machine learning-driven data analysis 

to calculate the conditional probability of specific diseases. As 

additional diagnosis is made, machine learning models can change 

rules to include new information. 
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Retail 

Retailers can collect data on customer buying trends by scanning the 

item’s barcode using the sales system. Machine learning algorithms 

can verify the frequency of these events and determine which 

products shall be purchased together. Then the retailer can adapt 

the marketing and sales strategy to use this knowledge. 

Designing the User Experience (UX) 

Developers can collect customer interaction information with their 

design websites. Then we can optimize the website user interface 

with the help of the data association, for example, by analysing the 

locations where users typically click and the number of clicks that 

increase their likelihood of responding to an active call. 

Entertainment 

For example, Netflix and Spotify can use the association rules to 

support content recommendations. Machine learning models 

analyze historical user behavior data, develop common patterns, and 

establish linking rules, then you can use these rules to recommend 

content with which you are probably interacting, organize it, and see 

the most exciting content you can expect to appear first. 

Association rule implementation 

Association rules mining uses machine learning models to analyze 

database data to identify primary-level patterns and associated 

occurrences. It detects frequent relationships, if and then, which are 

the rule of association. 

The association rules consist of two components: the previous (if) 

and the subsequent (at the time). An earlier example is a data 

occurrence. The consequence is the element that appears when a 

previous element exists. 

Association rules are generated by analyzing data from frequent if-

then patterns and identifying the most crucial links using support 

and trust criteria. The support level indicates the frequency of the 

item appearing in the data. Confidence quantifies the frequency of 
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the then correct statement. The third measure is removed to 

compare confidence and prediction confidence, and the number of 

confirmations of statements. 

The Association’s rules are determined by two or more articles. 

There may be many meaningless rules when a rule is created by 

assessing a set of possible elements. Therefore, association rules are 

usually generated from rules that are well expressed in the data. 

The measurement of the effectiveness of association rules 

Two leading indicators are supported and trusted to determine the 

strength of the association rule. Support refers to the frequency of 

specific rules appearing in mining databases. Confidence refers to 

the way specific rules are implemented. Due to the frequency of 

occurrence, rules can have significant links in data collection but can 

be significantly less often implemented. This is a strong example of 

support but little confidence. 

On the other hand, rules do not arise in data collection, but more 

analysis reveals that they occur frequently. This is an example of 

excessive trust and lack of support. Analysts can distinguish causality 

from correlation and use these measurements to properly evaluate 

certain rules. 

The ratio of confidence to support is the third component of the 

value, called the rising value. If the elevation value is negative, the 

correlation between the data points is negative. If the value is 

positive, the correlation is positive and if the ratio is 1 or 1, there is 

no correlation. 

Algorithms for Association Rules 

AIS, SETM, Apriori, and variants are popular algorithms using 

association rules. 

The AIS algorithm generates and counts an item set when scanning 

the data. The AIS method analyzes whether a large set of items in 

the transaction data has transactions and creates a new candidate set 

of items by expanding large sets of elements with additional elements 

in the transaction data. 
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In addition, SETM generates a list of candidate elements during 

database scanning, but this method considers the list of elements 

after scanning. The new set of candidate elements is formed similarly 

to the AIS method. The generated transaction ID is also recorded in 

the sequence data structure of the candidate element set.  

The disadvantages of the AIS algorithm and SETM algorithm are 

combined sequence structures after the pass and combine them. 

According to a published material by Dr. Saeed Sayad, the author of 

real-time data mining, they can generate and count many small 

candidates set elements. 

The Apriori method generates a candidate item from the 

considerable itemset of the preceding pass. The large items set of the 

previous pass was combined to give all sets of items larger than a 

single size. Each set of created items, including a small part, is 

destroyed. The rest of the set is a candidate. The “Apriori algorithm” 

also considers all subsets of the regular element sets to be standard 

element sets. 

The Apriori method generates a candidate item from the 

considerable itemset of the previous pass. The large itemsets in the 

previous pass were combined to give all item sets larger than one 

size. Each set of created items, including a small part, is destroyed. 

The rest of the set is a candidate. The Apriori algorithm also 

considers any subset of a regular item set to be a standard item set. 

This strategy reduces the number of candidates assessed by 

examining only the itemset with more significant support than the 

minimum number of supports. 

The association rules are used for various purposes in data 

extraction. The association rules are beneficial for exploring data for 

the assessment and prediction of consumer behaviour. They are 

crucial in studying consumer behaviour, market baskets, product 

clusters, catalogue design, and retail design. 
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Figure 8: An example of Apriori learning of the Association rule. 

All possible itemsets are formed from 5 items (A, B, C, D, E). 

 Image credit: Saul Dobilas (2018) 

Programmers use association rules to create applications that can be 

used for machine learning. Machine learning is an artificial 

intelligence subset that creates algorithms that improve their 

efficiency by themselves without explicitly programming them. 

Examples of Association Rules 

The relationship between diapers and beverages is a famous 

example of mining association rules. This example appears to be 

incorrect, saying that men who visit stores to buy diapers tend to buy 

drinks. Data that indicate this can look like this: 

The supermarkets deal with 200,000 transactions a day. The 

purchase of a meter accounts for about 4,000 transactions and about 

2% of the total transactions. About 5,500 transactions (2,75 %) 

included beverages purchases. Approximately 3,500 transactions 
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(1.75%) relate to buying clothes and beverages. The percentages are 

minimal, and the figure is petite. However, around 87.5% of diaper 

purchases include beverages, which indicates a link between diapers 

and beverage spending. 
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